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This paper describes tree-based classification of character images, comparing two
methods of tree formation and two methods of matching: nearest neighbor and
nearest centroid. The first method, Preprocess Using Relative Distances (PURD)
is a tree-based reorganization of a flat list of patterns, designed to speed up nearest-
neighbor matching. The second method is a variant of agglomerative hierarchical
clustering (HCLUS) which aims at finding a hierarchical structure of centroids in
the pattern space. Results indicate that the PURD method is a very fast, effective
and convenient method for the speedup of 1NN search, from which it is, however,
difficult to derive usable character prototypes. HCLUS can be used to obtain very
fast search with acceptable classification rate while providing character prototypes,
however, at the cost of significant training efforts.

1 Introduction

There is an increased interest in tree-based approaches to classification. In
general, tree-based approaches such as hierarchical clustering can be seen as
a special case of unsupervised algorithms which aim at mapping an underly-
ing topological structure of a high-dimensional feature space. Some of these
available unsupervised methods do not impose restrictions on the evolving
topology of nodes and edges, such as the Neural Gas algorithm !. This allows
for a more or less ’veridical’ representation of the distribution of vectors in a
complex feature space. However, there are also methods which impose a topo-
logical structure of nodes. Examples of such methods are k-means clustering,
Kohonen Self-Organizing Maps (SOMs) 2, hierarchical SOMs 3, hierarchical
clustering* and similar tree-based approaches. The hierarchical methods have
several advantages over other methods. Although not all class configurations
can be ordered most economically in the form of a tree, the tree representation
is natural, as it captures the aspect of multiple resolution levels. Further-
more, there are three clear reasons for using hierarchical topologies of a class
space: (a) The tree structure can be used to limit the number of comparisons
which have to be made in matching an unknown pattern to a set of proto-
types or examples, (b) the tree structure offers insight in the underlying or-
ganization of a high-dimensional data set, and (c), a tree representation lends
itself naturally for forms of incremental learning (incorporating new classes
or examples and forgetting existing classes or examples). Thus, there is a

261

In: L.R.B. Schomaker and L.G. Vuurpijl (Eds.), Proceedings of the Seventh International Workshop on Frontiers in Handwriting Recognition,
September 11-13 2000, Amsterdam, ISBN 90-76942-01-3, Nijmegen: International Unipen Foundation, pp 261-270



much larger degree of control over the data representation than is the case
in lumped-parameter schemes such as multiple-layer perceptrons and hidden-
Markov model approaches to pattern recognition. However, there exist a large
number of algorithms and heuristics for the formation of tree structures repre-
senting a class space. These methods vary widely in terms of the information
which is used to determine the arborization process as well as in terms of the
algorithm itself (e.g., agglomerative vs divisive). This makes it difficult to
choose an optimal method for a given pattern-recognition problem. In this
paper we want to contrast two rules for agglomerative arborization, one is
non-parametric, i.e., without assumptions on underlying probability distribu-
tions %7 and is aimed at data reorganization to facilitate nearest-neighbour
(NN) search, the other method is parametric, using the normal distribution
assumption of distances to determine a hierarchical structure of centroids in
pattern space?.

A second research question in this paper concerns representation and
matching. There are basically three approaches in statistical pattern recog-
nition: (1) proximity based, using distance measures (1INN°, nearest centroid,
NC); (2) separatrix based, finding a decision boundary (discriminant analysis,
support-vector machine, multi-layer perceptron); and (3), volume based, in-
corporating the notion of class neighborhood (kNN). The distinction between
nearest centroid classification and (k-)nearest neighbor classification is inter-
esting because these techniques exploit complementary characteristics of the
distribution of patterns of a class in feature space. All minimum-distance
methods share an attractive property when compared to the approaches which
are based on calculating decision boundaries, i.e., simplicity and ease of in-
cremental adaptation. The advantage of the NC method is compactness and
speed, with the risk of losing important information, especially at the bound-
aries of a class. The advantage of (k)NN is the more accurate estimation of
class distributions with a penalty on computation time. Both nearest-neighbor
and nearest-centroid search will benefit considerably when tree-based search
can be used, especially in the case of large numbers of classes and examples.

Currently, a trend in pattern-recognition research is the concept of feature-
less classifiers (e.g., pixels in, classes out). Although it is well known that
abstract invariant features greatly enhance the performance of classifiers, it is
often very expensive in terms of development time and human effort to realize
optimized classifiers. In some application areas outside the realm of handwrit-
ing recognition, this is even more relevant. Sometimes, the notion of ’class’
may be difficult to define or may even be absent, as in image and document
search. An additional factor which requires a renewed interest in brute-force
and raw-data oriented techniques such as tree-based nearest-neighbor search is

262



the fact that pattern collections may be time variant, necessitating continuous
and incremental learning. Tree-based methods allow for adaptivity, both in
terms of using of search statistics as well as in terms of structural adaptation.

In this paper, two tree-formation algorithms are compared, using nearest-
neighbor and nearest-centroid matching in the tree-based search, and focusing
on performances in terms of computation, classification and required imple-
mentation effort. As a test domain, the classification of optically scanned dig-
its for OCR (NIST set) will be used (it should be noted that tests with other
data and other features have been performed and will be reported elsewhere).

2 Method
2.1 Non-parametric tree formation: PURD

This data-tree construction and search algorithm was introduced for nearest-
neighbor (1NN) pattern classification” and generalized to k-nearest neighbor
classification ®. The method is not based on assumptions concerning the sta-
tistical distributions of features or of distance measures. The raw data are
reorganized, using a fast recursive tree-formation method in which data points
are randomly selected and subsequently inserted into a growing tree structure.
A distinction is made between converging neighborhoods (children C') with
progressively smaller distances between children, representing vertical growth,
and diverging branches (siblings S) for data points which differ too much from
a node to be inserted into its child list, representing horizontal growth. An
essential characteristic of the algorithm is the use of relative distance. This rel-
ative distance is derived from any basic distance measure A(X, S) which obeys:
A(X,S) > 0and A(X,S) =d(S,X) and A(X, P) < A(X, S)+A(S, P), which
means that, e.g., Hamming (city-block) distance or, alternatively the Euclidean
distance can be used. Memory requirements are of O[N], time requirements
for both construction and search are of O[log(N)] where N is the number
of patterns. Only a single parameter R is required for the relative distance
calculation to determine the tree-growth process (Figure 1).

There are two extreme configurations of a PURD tree. For R = 0, no
data point will be able to be inserted as a child, such that the root node has
a wide (’horizontal’) fan of N siblings, one for each data point. For R = 2,
the root node will point to a linked list (’vertically’ oriented), representing the
data points in order of decreasing mutual distance. A typical tree which is
suitable for fast search will have a ragged shape, determined by the data point
proximities. Although the method does not aim at finding stable centroids in
the pattern space, it is likely that the average feature vector of some neighbor-
hoods (such as the average feature vector of the chain of fives at the leftmost
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P = Parent
S=Sibling
C = Child

a) Growth

b) Search
d(X,S1) X d(X,S2)

Figure 1: (a) A schematic description of the tree-formation criterion based on relative dis-
tance of the PURD method. The current tree structure is (P(S1(C11))(S2)). New data
points falling within R times the distance between S1 and its parent P will be added to the
child list of S1. If such a new point falls outside this region, a new sibling will be created
as has been realized for the data point represented by S2. The search process is depicted
in (b). Note that here, the proximity of pattern X to a node is explicitly determined by its
distance to the circle with radius R times the distance of a node S; to its parent P, yielding
the Portegys search distance d(X, S;) = A(X,S;) — RA(S;, P). Thus, in this example, X is
considered closest to S2, given R = 0.5.

part of Figure 3) may represent useful information.

2.2 Hierarchical clustering based on distance variance: HCLUS

There exist a large number of hierarchical clustering methods. A variant was
introduced ® which has as a number of advantages over other agglomerative
methods due to its property of realizing n-ary trees where appropriate (tra-
ditional Ward clustering produces binary trees), as well as the possibility of
fine-tuning the tree shape by means of three parameters: a distance criterion
Zy, a factor which determines the influence of the clustering level or stage (\)
and a coefficient ¢ which determines the steepness of the criterion function. Cal-
culating the standard deviation o4, of distances of the members (data points)
of a cluster k to its centroid gy, for a new candidate Z, a criterion z can be
computed:

1)

where A is the Euclidean distance function. In order to control the tree-
formation process, one would like to be able to influence the notion of neigh-
borhood. A merge rule with a constant criterion applied at all levels of the
tree construction does not do justice to the fact that inter-cluster distances are
by necessity increasing, starting with the individual data points and ending at

2(Z, i) = T
k

264



the top node of the tree which contains the centroid of all patterns. The expo-
nential character of trees (in terms of number of nodes per level) necessitates
a power function of level [ which is defined as:

Z(l) = ZpA=h-e (2)

where Zy is a threshold, A determines the influence of the level (i.e., for
A = 1 the level has no influence) and a steepness coeflicient ¢ which determines
the steepness by which the criterion Z(I) changes. A new potential member of
the cluster node is indeed merged if the following constraint is obeyed:

(%, i) < Z(1) 3)

Contrary to applying HCLUS for data exploration or interactive selection
of character prototypes (allographs) for use in subsequent flat-list search®, the
approach used here is based on tree search and requires no human intervention
apart from the choice of the three clustering parameters.

As regards the exponential nature of Eq. 2 in HCLUS, note that in the
PURD method, the relative distance R in normal use (0 < R < 1), essentially
ensures the same type of exponential decrease in neighborhood extent, going
down the tree from the top (root) node, because for a path of n nodes, the
distance A between two data points at the end of the path will be smaller
than R™ times the distance between the root and the first child in the path.
Figure 2 shows the way in which the distance criterion is applied during the
agglomerative clustering process and how the tree traversal during nearest
centroid (NC) search takes place.

Merge ¢ ., Split
® 0y "9 :
° . ®
® pe , x —~ a) Growth

d(X,F)

Fo x@

d(X, Bs) = MIN, d(X, o)

b) Search
POO )‘l 01 POZ FOS

Figure 2: (a) Schematic description of the HCLUS tree-formation process, using assumptions
on the distribution of distances (i.e., their standard deviation) to decide whether to merge a
new data point or other cluster with an existing cluster. Part (b) shows how tree traversal
takes place, based on nearest centroid (NC) match of a pattern X with the cluster centroids
Hi, i35 etc., at each level of the tree, following the path of minimum distances.
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2.8 Ezxperiments

From the NIST Special Database 3 of 223124 scanned digits (300dpi), a selec-
tion was taken in the form of normalized binary 16x16 pixel images, consisting
of a 50k training set and a 50k test set. The data used for this experiment
were selected at random, yielding two sets of 2000 digits (200 samples per digit
class), i.e., a 2k training set and a 2k test set. For 2000 samples and a confi-
dence level of 99%, at a recognition rate in the order of r = 90%, the confidence
band of reported rates will be [r—1.7,r+1.7]%, assuming a normal distribution.
The experiments are designed as follows. There are two methods of tree for-
mation: HCLUS vs PURD. For the tree traversal (pattern matching) there are
two basic methods: Nearest Neighbor (NN) and Nearest Centroid (NC). Thus,
two programs were used, with each two modes of operation: HCLUS/NN,
HCLUS/NC and PURD/NN, PURD/NC. The NN matching entails INN as
well as kKNN. Within PURD/NN, there is also the option to use traditional
Euclidean distance computation during tree traversal and the relative (Porte-
gys) distance measure. The notion of nearest centroid for PURD might seem
strange, a PURD tree consisting of individual data points as nodes. However,
a centroid can be calculated as the average feature vector over all descendants
of a node. Finally, there is the problem of class assignment. In INN matching,
the returned output class label for an input pattern is simply the class label of
the best matching data sample. In kNN matching, the returned output class
is determined by the majority of classes in a neighborhood of k data samples.
However, in case of Nearest-Centroid matching in the context of tree search,
we need to perform Node Typing, i.e., attaching the most likely class label to
a node in the tree for which the average of all its descendants or centroid has
been computed. Here, two methods can be used: (1) using the majority class
of the patterns in the training set that hit a particular centroid in NC search,
or (2) using a constrained neighborhood of k neighbors of the input pattern as
in kNN matching to determine the majority class. We will use method (1) in
this paper.

3 Results

Figure 3 gives an example of a PURD tree solution on a small set, using
R = 0.6. The fact that PURD trees are determined by this single parame-
ter has proven very convenient. Table 1 shows the behavior of PURD for a
number of values of R, for INN (Table 1a) and NC, i.e., nearest centroid (Ta-
ble 1b). After the tree construction, for each node a centroid was calculated
as the average feature vector of all its descendants. The input pattern was
matched to the resulting node centroids and the path of minimum distance
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Figure : A PURD tree based on a small data set containing five examples of each digit
(N=50), using a relative distance factor of R = 0. . The vertical lines denote chains of
children with decreasing relative distance when going down the tree.

was taken. The label of a node in centroid matching is based on the majority
class label of the descendants as described above. Only the Top1 digit classifi-
cation performance will be reported. It can be inferred from Table 1a that the
classification performance for 1NN stays high from values of R = 0.1 to 0.6.
At R = 0.6, computation time is halved, and the drop in classification rate
is only 0.6%. In Table 1b it can be observed that tree traversal on a PURD
tree based on nearest centroids yields a classification performance of 71-75%.
Apparently, the input pattern deviates often into the wrong branches of the
tree. The cost of creating a PURD tree varies from just 6 to 36 ms, but it will
be difficult to extract pattern prototypes from the resulting trees in absence
of a clear-cut criterion to select the proper centroids. The results of kNN tests
with £ = [2,...,15] are generally lower than those for INN and will not be
reported here.

The results of the tests with the HCLUS method are more complicated to
present, since the parameter space has three dimensions. Table 2 shows the
HCLUS/1INN and HCLUS/NC performances for a selected number of tree con-
figurations. The nearest-neighbor results are based on a tree traversal which
looks for the nearest neighbor, at each level of the tree, following the path of
minimum distance and obeying cut-off constraints on the number of descen-
dants, such as a minimum of k neighbors. A frequently occurring classification
performance in 1NN and kNN for calculated HCLUS trees was 6%. There is a
negative correlation between NC and INN/kNN performance (r=-0.6 , N=516
HCLUS trees). This means that trees which are good for NC matching are
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Table 1: Performance of PURD on 1NN (a, left) and NC (b, right) matching as a function
of R: Topl digit recognition rate ( ), number of uclidean distances evaluated, and search

time (ms per pattern: ms p) on a P Hz system (Linux, gcc - , feature vector of 25
double precision values). Rows are ordered on decreasing computing time.
LO 1 | L O |
1 1
1 1

1 96 9 399 37 1 72 8 399 35

2 96 9 397 37 2 716 397 35

3 97 387 36 3 716 3 87 34

4 97 362 33 4 761 362 32

5 97 2 86 27 5 67 6 2 86 25

6 96 3 169 16 6 732 168 15

7 95 8 7 7 73 799 7

8 83 18 2 8 756 192 2

Table 2: Performance of HCLUS on 1NN (a, left) and NC (b, right) matching as a function

of a selected set of experiments with the three clustering parameters ( , , ): Topl digit
recognition rate ( ), number of uclidean distances evaluated, and search time as before.
L O 1 | O |
c 1 c 1
1 1
5 7 1 747 122 14 14 1 97 399 36
11 9 914 84 11 14 3 96 5 392 35
1 7 6 78 8 85 1 14 3 95 8 212 2
1 7 6 881 78 1 12 2 94 7 57 6
14 2 86 7 74 11 5 9 3 927 24 3
1 712 86 7 74 1 11 9 92 8 13 2
1 8 3 89 6 56 7 17 9 92 12 2
5 9 3 918 53 7 1 9 9 92 11 2
51 6 87 2 44 6 5 8 9 9 2 9 2
12 6 8 8 44 6 5 712 86 6 5 2

usually bad for INN/kNN search. The reverse is true to a lesser extent: Trees
which yield good performance on kNN matching, will yield a similar but not
much higher performance on nearest-centroid (NC) matching.

For comparable amounts of Euclidean distance measurements, PURD /1NN
outperforms HCLUS/NC when the ratio P, of calculated number of distances
to total number of patterns is higher than 10%. However, for P; < 10%, i.e.,
the range in which a very high speedup takes place, the centroid-based ap-
proach maintains classification rates above 6% whereas the performance of
nearest-neighbor matching drops (Figure 4).
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Topl digit recognition rate (%)
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Figure : Topl digit recognition rate as a function of number of uclidean distance evalu-
ations for PURD 1NN (solid line and marks) and HCLUS NC ( marks). ach mark
represents 2. hours of UltraSparc I computation for the hierarchical clustering, on average,
whereas PURD s tree construction is a matter of minutes per mark, for all 2000 characters
in the training set. In general PURD 1NN performs better up to speedup rates of about

x. The HCLUS NC approach becomes more interesting at very high speedup rates if one
takes, e.g., a classification rate reduction from to 2 for granted. Attractive HCLUS
solutions are found looking at the marks at the upper left part of the graph.

iscussion

This study had as its main focus to increase our understanding of the relative
virtues of fast tree-based search when it is based on conventional hierarchical
clustering (including the notion of centroids and distributions of distances)
and a more recent non-parametric tree-formation technique. Results indicate
that with proper parameters, fast matching can be realized with both nearest-
centroid matching based on hierarchical clustering and with nearest-neighbor
search based on a tree structure which is determined by relative distances
between pattern samples. Classification results on scanned digits (16x16) are
comparable: About 96-97% without speed gain as compared to flat 1NN search.
Both algorithms perform best on their own terrain, i.e. PURD on NN, HCLUS
on NC. For very high speedup rates (1 x), HCLUS is able to maintain clas-
sification rate at 92% where PURD drops down. However, this is obtained
at the cost of considerable computing effort for the training stage, in the or-
der of a few hundred computing hours on a 2000-pattern set. In general, if
the detection of character prototypes in the form of centroids is not the goal,
PURD is a very convenient algorithm. Both its classification performance and
speedup can be improved by using larger pattern sets >7. However, the fun-
damental differences between the HCLUS and PURD approach that became
evident from the experiments are summarized in Table 3.
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Table : eneral differences between the HCLUS and PURD methods

( 2 333 )
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