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‘We describe a system, currently under development, to dynamically reduce a lexi-
con of city names, making use exclusively of the information found in a word image.
Isolated characters are ‘spotted’ within the word. The recognition results on those
isolated characters are then used to initialize a Hidden Markov Model (HMM) like
module to dynamically reduce the lexicon.
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1 Introduction

The logical scheme to dynamically reduce the city/street name lexicon in a
typical postal sorting application is to use the results from the zip code recog-
nition. In non postal applications, some people make use of their generic word
recognizer to perform the lexicon reduction, albeit with less parameters to
make it more time efficient, and/or by reducing the size of the feature vector
fed to the system. Jianying Hu!, for example, performs on-line handwritten
word recognition using a 2 stage HMM based system. The first stage is re-
sponsible for the lexicon reduction and performs an N-best decoding. That
module is similar to the full word recognition module but uses a simplified
feature set. In order to further reduce the computational load, the length of
the observation sequence is also down sampled. Simard 2, similarly, used down
sampling of the feature vector to build an efficient classifier. In his digit recog-
nition application, an input pattern is compared to thousands of prototypes.
Since the distance computation on full size prototypes is too expensive, com-
parison between an input image and the prototypes is performed at increasing
resolution, thus drastically reducing the computation time.

As mentioned above, the usual scheme for city name lexicon reduction in
postal applications is to use the recognition results from the zip code along
with a database of zip code to city correspondence to generate dynamically a
reduced lexicon. In the current project, we make the assumption that either
the zip code could not be located, was missing or was simply not recognizable.
Therefore we are interested in city lexicon reduction solely by analyzing a
city word input image. We are currently investigating performing that lexicon
reduction by spotting a few characters in a given word image. The recognition
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results of those spotted characters is then used to match against the entries of
the lexicon. The flow chart of the proposed system is shown in Fig. 1.

In the first stage of this project, we limit ourselves to all upper case words.
They represent approximately 50% of the images in our database of Finland
city names. Additionally, it seems to be possible most of the time to extract
isolated characters from an all upper case word. The module, which decides
whether or not an incoming word is written in all upper case letters, makes
use of the location of the reference lines (lower and upper baselines).

2 System Modules
2.1 Pre-Processing

As in any handwriting recognition system, the first process attempts to reduce
the variability of the handwriting by normalizing the vertical slant (Fig. 2) as
well as the baseline tilt. The slant is estimated using some Slanted Vertical
Histogram scheme 3. We use the position of the upper and lower baselines to
decide whether we are dealing with an all upper case or a mixed case word.

2.2 Word Length Estimate

The word length histogram for the city names found in the Finnish lexicon is
shown in Fig. 3. Using the count of stroke crossings within the main body of
a word, we estimate the number of characters. That information is then used
to perform a first lexicon reduction. This process usually only brings a 50%
reduction of the lexicon size, as most of the city names have a length between
7 and 10 characters.

2.3 Character Spotting

The next step consists of extracting (spotting) some characters from within the
word. The easiest scheme is to extract isolated characters that do not overlap
vertically. Namely locating in the image the columns of background pixels as
depicted in Fig 4. Then for each bitmap, we need to decide whether or not, it is
likely to be an isolated character. This involves the design of heuristics such as
the maximum allowable aspect ratio, or thresholds on the degree of complexity
(number of end points, strokes, etc...) in a bitmap image. In Fig 4, the
bitmaps corresponding to the letters ‘I’, ‘M’ and ‘U’ are selected as plausible
isolated characters. The simple scheme mentioned above has its limitations
when neighbouring characters even slightly overlap. Therefore we moved to the
analysis of connected components, which involves defining heuristic for merging
neighbouring contours, disregarding some contours as noise, etc...The move
to contour analysis enables the detection of more isolated characters (Fig. 4).
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Figure 1: Flow chart of the lexicon reduction engine
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Figure : ord length histogra for the Finland cit na e lexicon
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If we are unable to locate some characters, then the image is rejected.
xamples where the current scheme could not spot any characters are shown
in Fig. 5. If we were to process those images, we would need to make use of
some character segmentation module. As this would significantly increase the
complexity, we could restrict ourselves to extracting only the first character in
the word. Namely since the left boundary of the left most character in a word
is known, that first character could probably be extracted with a relatively
high confidence.

Figure : haracter potting: o character found
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2. Character ecognition

The spotted bitmaps are sent to the character recognizer illustrated in Fig.
The bitmaps are first scaled in binary to a standard size with the condition
that the original aspect ratio be preserved. For each pixel, the distance to
the nearest foreground pixel is computed. This generates 4 distance bitmaps,
one for each of the east, west, south and north directions. After appropriate
normalization, those bitmaps are fed to a standard multi layer perceptron
(M ) architecture. For a slight increase in performance, we code the outputs
with rthogonal Arrays (Hadamard Vectors) .

Matching

The next step consists of using the character recognition results (Fig. 7) to
find those words in the lexicon that can be matched. ne idea is to use the
character results along with the relative position of the spotted characters to
generate some kind of nite a tomata. We can then extract from the lexicon,
those entries that can be generated by the automata, thus reducing the lexicon.
Since we are interested in lexicon reduction, we can allow ourselves to consider
the top few recognition results for each spotted characters. For the example
given in Fig. 7, we would generate the following grammar

In the notation adopted, we assume that ¢ ° matches exactly one character,
while ¢ > matches any number of times (0 or more) any one character from
the alphabet. In order to implement the grammar described above, we can
make use of a Hidden Markov Model (HMM) module. The reader will recall
that a HMM is nothing more than some enhanced implementation of a finite
automata . The discrete observation HMM generated for the example of Fig. 7
is shown in Fig.

While we make use of an HMM module, we do not use it in the traditional
way, and as such, the termm HMM might not be entirely appropriate. We do not
train the HMM (with Viterbi or aum-Welch algorithms), but rather set the
parameters ‘by hand’ to fit our intended purpose. Additionally, in our scheme,
we do not force the emission probabilities within a given state to sum up to 1.
The liberties we take will be described below.

The configuration of the Markov model is decided by the input word image.
The number of symbols  is fixed and is equal to the size of our alphabet. For
Finnish, the lexicon will be slightly larger than for nglish, as the alphabet
needs to account for the ermanic characters with the umlaut (e.g. ). The
number of states  of the discrete HMM is decided by the number of characters
spotted as well as by their relative position. If 2 spotted characters are not

377



Figure : haracter ecognition tructure P

£ -
O O—
O , (A
S e
0 g
al
O 3l
O B
O
O
O
O
Figure : haracter potting and ecognition
Figure : Finite wuto ata idden ar o odel




contiguous, then one state is added in between those 2 characters. In that
additional state, any symbol from the alphabet is allowed. As an example, see
the state added between the ‘M’ and the ‘U’ in Figure
As mentioned briefly above, our HMM is not trained in the conventional
meaning rather the values of the matrices  (transition probabilities) and
(emission probabilities) are set by the designer. When, in a given state, any
character from the alphabet is permitted, the probability of each character
will be identical. n the other hand, when like in State 2 of Figure , we will
expect the top 3 choices from the character recognition module to have a much
higher probability than any other character in the alphabet.
The reader should note, that we are not constrained to have so-called
probabilities . The values in the matrices and can be whatever we
wish them to be and should be chosen to fit our intended purpose. We chose
some values such that, when a lexicon entry can indeed be generated by the
automata, the HMM will give us a response of 0. n the other hand, if the
entry matches all by one of the requirements, the HMM will output a response
of -1, etc.... Figure shows those cities from the Finland ity exicon, for
which the HMM gave a response of 0 (e.g. an exact match with the grammar).
n that example, the lexicon has been reduced from 3 045 to a mere 1 entries.

3.1 Parameters

As briefly mentioned above, the HMM parameters are set to somehow imple-
ment a cost function. In the transition matrix A, permissible transitions are
given a probability of 1, while others are set 0. For the emission probabilities
(matrix ), a value of 1 is given to every permissible characters, while others
are given a value of ( 1). Since an HMM typically outputs a proba-
bility, each mismatch will add ( ( 1)) 1 to the final score. Fig. 10
illustrates an example where the correct lexicon entry is given a score of 1
because of the misrecognition of one character.

3.2 Str ct re

If we wish to interpret the output of the HMM as a distance or cost measure, we
need to slightly increase the complexity of the architecture in order to account
for merged or split characters. In the example of Fig. 11, the correct lexicon
entry is assigned a cost of -3 because the bitmap ¢ I’ is being misrepresented
as a single character. A more meaningful distance would be a value of -1,
representing one error. For that purpose, we change the representation of the
basic HMM from that given in Fig. to the one in Fig. 12.

Furthermore, to enable the correct processing of split character, we al-
low for the merging of adjacent characters as an alternate path in the HMM
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Figure 12: :  cco odating erged and split characters
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(Fig. 12). If the joined bitmaps form a plausible character, then the emission
of the top few recognition results is permitted, else no character is permitted
in that extra node, thus resulting in a penalty score of 1. Allowing for the
merging of adjacent characters allows for images such as the one depicted in
Fig. 12 to be successfully decoded by the HMM.

xperimental Results

The current testing is limited to 500 images taken randomly from a database
of handwritten Finland addresses. Approximately half of those are written in
all upper case, and the rest in mixed case. For about 7% of the images, the
current scheme does not spot any characters, or none of the spotted characters
meet the criteria for plausible isolated character. Those images are rejected by
the present system.
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Approximately 5% of the all upper case words are correctly processed
by the current system, with the true label being in the dynamically reduced
lexicon. The average reduced lexicon size is about 100 down from an initial
value of 3 045 valid Finnish city names and abbreviations. Some of the errors
are shown in Fig. 13. urrently, we only consider ‘perfect’ matches, therefore
if a single character is not properly recognized within the top 3 choices of the
character recognizer, then most likely the true id will not be generated by the
HMM. The truth of the words shown in Fig. 13 have an HMM response of -1
as one of the spotted character is not recognized correctly. In the last example,
the word ¢ IMATTI A’ fails because the bitmap ‘TTT’ is being misjudged
as being a single character.

Conclusion

We presented a system, currently under development, to dynamically reduce a
lexicon of city or street names given some input word image. Isolated charac-
ters are spotted within the word image and the character recognition results are
used to construct an HMM-like module. The latter is then used to dynamically
reduce the city lexicon. The current scheme present some satisfactory results
on all upper case word images. Further work will concentrate on building a
better post-processing module for the character recognition results. This will
include making use of the confidence values generated by the character classi-
fier as well as taking into account various information such as similarity among
certain classes, to prune and enhance the character results. From our exper-
iments, we found out that an average of 3 correctly spotted and recognized
characters per word is sufficient to significantly reduce the lexicon.

Re erences

1. Jianying Hu, Sok ek im, and Michael . rown. Writer indepen-

dent on-line handwriting recognition using an HMM approach. Pattern
ecognition, 33 133 147, 2000.

2. atrice . Simard, ann e un, and John enker. fficient pattern
recognition using a new transformation distance. In d ances in e ra
n ormation Processing S stems, volume 5, pages 50 5 ;1 3.

3. idier wuillevic and hing . Suen. ecognition of legal amounts on
bank cheques. Pattern na sis and pp ications, 1(1), 1

4. Neil J.A. Sloane. A library of orthogonal arrays.
http //www.research.att.com/ njas/oadir/ .

5. idier uillevicand hing .Suen. HMM- NN word recognition engine
for bank cheque processing. In Proceedings o the nternationa Con er-
ence on Pattern ecognition, pages 152 152 , risbane, Australia, 1

382



