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Segmentation-by-recognition is a successful approach for recognizing cursively handwritten
words. Its main strength is that the interdependence of strokes forming a letter is correctly taken
into account by the use of a character recognizer, that evaluates an aggregate of strokes
(character hypothesis) as a whole. However, a straightforward implementation of such an
approach would fail to take into account the dependencies of each character hypothesis with the
adjacent hypotheses and with global characteritics of the image, like the position of upperline
and basdline, the average dimensions of strokes, etc.

This paper describes a cursive handwritten word recognition system in which recognition
performance is enhanced by the use of several complementary sources of information, like the
relationships of the strokes that make up a hypothesis among themselves and with the preceding
strokes, the position of the hypothesis with respect to baseline and upperline, the statistics of the
number of strokes making up letters belonging to different classes, the dispersion of character
data around the different codevectors used to measure distances, the plausibility for a hypothesis
of being a spurious stroke (extra ink). Experimental results are presented, putting into evidence
the contribution of each source of information to the overall performance.

1 Introduction

Off-line cursive handwriting recognition is rightly considered a very difficult task
in the genera field of document reading. There are in fact several difficulties in
reading cursive handwriting: |etters are usually connected, there is a large variety
of letter shapes and individual styles and pixel patterns have an intrinsic ambiguity
when taken in isolation. In the classical approach to OCR, characters are first
segmented and then recognized. Lexical knowledge is used at the end, in a
postprocessing stage, to find the correct word interpretation and correct possible
recognition errors. This approach works pretty well with typewritten images, and
even with handwritten ones, if characters are handprinted separately. In the case of
cursive handwriting, unfortunately, it is quite difficult to segment without
recognizing, and of course it is aso difficult to recognize without segmenting.
Moreover, the real identity of character patterns can often be determined only with
the aid of the lexical and grammatical knowledge. This leads to the need of having
a recognition system driven by the lexical and/or grammatical a-priori knowledge,
that makes use of tightly coupled segmentation and recognition.
Segmentation-by-recognition is a general paradigm most frequently and
successfully adopted to recognize off-line cursive words [1-3]: the general idea is
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that of producing a variety of |etter segmentation hypotheses and of looking for the
sequence of hypotheses that best matches one of the sequences of |etters allowed by
the lexicon. Those systems try to oversegment the image into basic strokes in such
a way that each letter is either represented by one of such strokes or by the
aggregation of two or more consecutive strokes. The various systems may differ
under many respects, i.e. in the preprocessing stage, in the segmentation
agorithms, in the number of strokes that are aggregated to form a letter
hypothesis, or, most importantly, in the cost function used to find the “best match”.
To find the best match, Dynamic Programming isinevitably used and the matching
schemes are such that each letter must be composed of one or more strokes (up to
some maximum number) and each stroke must be associated to some letter, alone
or aggregated to some nearby strokes.

A draightforward implementation of this paradigm would use a match
function that is simply the sum of the distance measures obtained by a character
recognizer that evaluates each segmentation hypothesis against the corresponding
letter class. Thistakesinto account the interdependence of strokes forming a letter,
i.e. the shape of the letter hypotheses, failing however to capture their relationships
with adjacent hypotheses and with global characteristics of the image, like position
of the basdine and upperline and average dimensions of the segments. Besides,
statistical knowledge on the performance of different components of the system
(e.g. the segmenter) are not considered. Therefore, to enhance recognition
performance, other available pieces of information have to be integrated into the
matching score. Other authors have followed this way: for instance in [1] a reward
proportional to the “duration” probability of different letter classes is added to the
local distance, while in [2] a splitting cost is added to discriminate more or less
plausible segmentation hypotheses, and in [3] a measure of spatial compatibility
between character hypotheses is added to the match score.

This paper describes an off-line cursive handwriting recognition system in
which a variety of pieces of information contribute to the overall matching score,
thus enhancing recognition performance. In section 2 we describe our basdline
system, with particular reference to preprocessing, segmentation, hypothesis
evaluation and word recognition through Dynamic Programming. In section 3, we
describe the additional sources of information and how we integrated them into the
system, i.e. the relationships of the strokes that make up a hypothesis among
themselves and with the preceding strokes (split and join costs), the positional and
dimensional characteristics of the hypothesis, the dispersion of character data
around the different codevectors used to measure distances, the statistics of the
number of strokes making up letters of different classes (“duration”), the
plausibility for a hypothesis of being a spurious stroke (extraink). Section 4 reports
the experiments conducted to evaluate the effect of the introduction of the new
sources of information, discussing their “marginal” contribution to the overall
recognition performance. Finally section 5 draws some conclusions.
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2 Thebasdine system

As briefly described in the Introduction, our baseline system follows the block
diagram shown in Fig. 1.

Figure 1 - System block diagram

The input image is a binary image that is specified to contain the word to be
recognized. The word must be contained in its entirety and no other parts of
adjacent words should be contained. However extra ink is often present, and
binarization noise may sometimes occur in the form of fairly large black regions.
Preprocessing is a very important step in cursive handwriting recognition.
The various preprocessing operations aim at cleaning and normalizing the
handwriting with respect to basdline tilt and writing slant. Thefirst step is to filter
out binarization noise through iterative morphological filtering. The second step is
to estimate the skew angle (basdine tilt) and to compensate for it through image
rotation. The skew angle estimation is performed by means of Generalized
Projections (GP): we initially select a Region Of Interest (ROI) that includes the
main body of the writing, and then we look for the direction where the 2™ order
white GP is minimum on average, starting from the different points of the vertical
segment that cuts the ROI in its middle abscissa (please refer to [4] for a more
detailed explanation of Generalized Projections and their use for handwriting
normalization). In intuitive terms, thisis the direction for which stretches of white
pixels are never very long but rather are often interrupted by the black pixels of the
word. The third step is to estimate writing inclination (slant) and to compensate for
it through a shear transformation. Slant estimation is done by finding the near
vertical direction that maximizes the average of the 2™ order black GP computed
aong the lines that start from the different points of the horizontal centerline [4].
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Finally, the precise position of basdline and upperline is estimated, again through
the 2™ order white GP [4].

The second block performs the segmentation of the handwriting image into
basic strokes, in such away that two letters are always separated and a letter can be
represented by a single stroke or an aggregation of a small number of consecutive
strokes [5]. The segmentation method, which is based on the analysis of lower,
upper and median profiles of the word, correctly segmented 86.9% of the words in
a test on 850 word images (i.e. the result has no missing or badly displaced cuts
between any two letters), with an average number of strokes 1.8 times the number
of letters. The maximum number of strokes for lettersin the initial position was set
to 6 and to 4 for the other letters: only 1.7% of the letters were found to be
hypersegmented into more than the fixed maximum number of strokes [5]. All the
possible ways of segmenting the image into character hypotheses, composed of
single strokes or by aggregates of two or more strokes, can be represented by al the
pathsin a graph of segmentation hypotheses[1,6].

The third block is the one that prepares all the data for the optimal
interpretation algorithm. It constructs the letter hypotheses as single strokes or by
aggregating two or more strokes and sends them to the hypothesis evaluator. The
distance measure is computed for each letter class, by deriving a 34-dimension
feature vector and measuring its Euclidean distance from a set of prototypes trained
through Learning Vector Quantization [7]. The 34 features are made up of 32 local
features [8] indicating the proportion of black pixels and their prevalent direction
in a 4x4 grid superimposed on the character hypothesis, enriched by 2 global
features indicating the height to width ratio and the proportion of the character
image height below the basdline. The prototypes were trained on a database of
27334 character images through LV Q. The recognition test on a separate database
of 13672 characters achieved a 79.9% of character images for which the correct
label scored first. Each letter hypothesis in the segmentation graph mentioned
above is now transformed in a vector of distances from the 26 letter classes, where
the distance from a class is the minimum of the distances from all the codevectors
representing the various typical patterns for that class. These distances represent
the costs for associating a given letter hypothesis with a given letter class.

The last block is the one in charge of recognizing the image by matching its
characteristics with those expected from the a-priori knowledge, i.e. thelexicon. In
the case of single word recognition, the optimal interpretation agorithm
considers one lexicon word at a time. For each word, it searches the segmentation
graph for the path that attains the minimum cumulative cost of associating
character hypotheses and letters. This minimum cost represents the score for that
word, with which the lexicon words are ranked. To compute the above minimum
cost, we make use of Dynamic Programming (D.P.). We define a matrix C(n,j) that
contains the minimum partial cumulative cost for associating the first n letters with
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al the sequences of letter hypotheses that use the first j strokes. The value of C(n,j)
is computed recursively by extending the possibly optima sequences of
associ ations one step shorter, by means of the following D.P. equations:

C(n,j) = min {C(n-1,k) + d(hy;, un) s wg;} D
[k = possible predecessors of j]

where d(hy; , uy) is the distance between the letter hypothesis joining nodes k
and j in the graph (i.e. formed by the strokes k+1, ..., j) and the n" letter of the
lexicon word considered, and wy ; is the weight term for the hypothesis hy; [6].
This weight term represents the “amount of image’ used in the hypothesis-letter
association. In order not to bias recognition towards the use of shorter or longer
hypotheses, the weight for an hypothesis that aggregates a number of strokes must
be the sum of the weights of the single strokes [6]. With some preliminary
experiment, we found that the simpler weight, i.e. a weight proportional to the
number of strokes of the hypothesis, performed best. We initialize the cost matrix
with 0 in the cell C(0,0) and we evaluate Eq. (1) proceeding either by rows or by
columns, until we compute C(Nmax , jmax), the minimum cumulative cost we were
looking for. The value of C(Nmax , jmax) Can be divided by the global weight of the
image (sum of the weights of the single strokes), that is the same for all
interpretations, to obtain a score with the meaning of a (weighted) average
distance.

3. Integration of additional sources of information

In the baseline system, recognition performance depends critically on the proper
working of all the modules, the most important one being probably the hypothesis
evaluation against letter classes. It isin fact our experience that, while building the
system, the greatest performance improvements were obtained when there was a
new release of the hypothesis evaluator, due to an increase of the character
database used for training or to an improvement of the feature set or to a new
training procedure that best fitted the character data. However, a good segmenter,
with low segmentation error rate, and a good hypothesis evaluator alone are not
always enough to avoid word confusion. To enhance recognition performance, it
was deemed necessary to integrate several other sources of information to
contribute additional terms to the overall matching score. The new terms concern:

e gplit and join cost;

e “postprocessing” of distances based on global information;

¢ normalization of LVQ distances to compensate for uneven distribution of data;
e ‘“duration” cost;

e extraink processing.
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3.1 Split and join costs

To take into account the relationship between the hypothesis under evaluation and
the preceding ones, we evaluate a split cost Cs as a function of the total number of
pixelsin the cuts that separate the hypothesis from the preceding strokes. Although
very similar in spirit to the splitting cost function in [2], we followed a different
formulation for the split cost: since agood cut occurs most of thetimein aligature,
if the number of pixelsin the cuts is within a given ratio to the average thickness
of writing, the split cost is zero, otherwise it grows linearly. The use of Cs thus
penalizes hypotheses that have less plausible long cuts.

Join cost isinstead used to evaluate the plausibility that two or more strokes of
the hypothesis may go together to form a valid letter. To this purpose we evaluated
the join cost C; as a function of the horizontal gap formed by the strokes, since
valid letters, in western alphabets, never have such a gap. Again, if the width of
the horizontal gap is small compared to the average thickness of writing, C; is zero,
otherwise it grows linearly with the gap width.

3.2 Postprocessing of distances

The hypothesis evaluator, although it makes use of a couple of global features,
cannot essentially capture the relationships of the hypothesis under evaluation with
respect to such global characteristics of the image as its size and the positions of
baseline and upperline. We therefore decided to complement the distance measures
obtained by the evaluator with some penalties for the associations of hypotheses
and letter classes that had clearly implausible global characteristics:

e “postion”: for hypotheses that are completely outside the core region, a
penalty is added for all letter classes;

e  “above upperlineg’: for hypotheses that have a large proportion of their height
above the upperline, a penalty is added only for letter classes that do not have
an ascender;

¢ “below basdling’: for hypotheses that have a large proportion of their height
below the basdline, a penalty is added only for letter classes that do not have a
descender;

e “too small”: for hypotheses that have very small height, compared to the
average thickness, a penalty is added, with a greater penalty value for classes
that have ascenders or descenders.
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3.3 Normalization of LVQ distances

The hypothesis evaluator extracts a feature vector from the hypothesis and
computes its Euclidean distance from all the codevectors derived by LVQ training.
Now, training character data are not evenly distributed in the feature space, and a
legal pattern may receive a fairly high distance from the nearest codevector of its
own class not because it is a distorted pattern but ssimply because it fallsin aregion
of the feature space where data are more dispersed. We thus tried to compensate
for the uneven distribution of character data in this way: we considered each class
as represented by a number of subclasses, those of the characters “captured” by
each codevector of the class, the center of the subclass. For each codevector, we
then estimated the variance 6;® of the subclass and we computed a normalisation
term o; as a smooth function of the estimated variance: ;2 =K (0uq’+0i9), where
O.d® IS @ “noise’ term that has the purpose of smoothing the estimate, while K
serves the only purpose of bringing the normalised distances back in the original
range of values, on average. Then, during hypothesis evaluation, the Euclidean
distanceis divided by g; to give the normalized distance.

3.4 “Duration” cost

Each letter class has a different probability distribution that the segmenter isolates
the letter as a single stroke or divides it in two, three or more strokes. The number
of strokes that make up a hypothesis, called “duration” in [1], is thus a piece of
information that can be used to improve recognition performance. Similarly to
what was donein [1], we used the duration information as a supplementary feature,
performing a “soft” filtering of the hypothesis itself. We compute a “duration” cost
as afunction of the probability of aletter of the class to be split into that number of
strokes, i.e. to have that “duration”: classes with a lower probability are penalised
with a greater cost. We collected duration statistics on a training database different
from that used later to test the system. The duration cost for the i class, c® is then
computed as a constant minus a term proportional to the class-specific duration
probability: c® = p® - [ - P(num_stroke | class)]. The constant term pP- € has the
only purpose of bringing the overall distance back in the original range of values,
on average.

3.5 Extraink processing

It often happens that the image to be recognized contains black regions that do not
belong to the written word, like parts of writing belonging to the line above or
below in the original image (e.g. an address), or a comma that was not properly
segmented out. Those black regions, collectively referred to as “extra ink”, may
seriously impair word recognition. Since an extra ink stroke has to be necessarily
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associated to some letter, in standard D.P. matching, it may easily cause a correct
adjacent letter to receive a poor matching score or a spurious letter to be associated
tothe extraink stroke itself.

We solved this problem by defining initial crisp evaluations to filter out
unambiguous extra ink strokes, and by using fuzzy measures to evaluate the
plausibility of being an extra ink for ambiguous strokes. Then a modified D.P.
algorithm finds the best sequence of associations between stroke aggregates and the
sequence of |etters of aword plus possible extraink classes [10].

Initial filtering is very conservative, and only those black regions that clearly
do not belong to the word are filtered out. Only two evaluation criteria are used to
label a black region as extra ink and remove it: strokes that are of small area and
far from the core region, and narrow strokes that pop out of the image borders.

To deal with ambiguous extraink strokes, the modified D.P. equations take the
form shown in Eq. (2):

, ~ {C(n-1,k) + d(hg;, un) * wy,
C(n,j) = min { )
{C(nk)  + d(h;, xi)* Wy,
[k=possible predecessorsof j]

where d(hy;,xi) is the distance computed between the hypothesis hy; and the class
xi of extraink. This distanceis a measure of how well (or, better to say, how badly)
the hypothesis can be considered a member of the extra ink class. By the very
definition of extra ink, it is not possible now to “recognize’ it by its shape, but
rather by its dimensions and by its position with respect to the main body of the
writing. We implemented fuzzy eval uations to compute first a membership value pu
for a hypothesis to belong to one of the extra ink subclasses (e.g. noise in the upper
part, residual comma, etc.), and then we transform this membership into a distance
by means of alog transformation f(u) =- Cy log(w) + C,  (see[10] for details).

4 Experimental evaluations

A test set of 500 postal names (city and state names) was selected from the TEST
directory of the CEDAR database [9]. From that directory we excluded all the
words with less than three letters (basically al the handprinted two |etter state
abbreviations), and al the images that were clearly out of our input specifications,
i.e. those containing exceedingly large portions of writing from the line above or
below or even two lines of writing, large underlines or lines crossing the word or
postage stamped over the word. The 500 images included instead many very noisy
images and many images with extra ink, like descenders coming from the line
above, ascenders coming from the line below and commas.
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We ran the word recognition against a lexicon of 1000 postal words. The
recognition program computes also, for each recognition trial, the probability of
the correct word to be ranked first in two random subdictionaries of 100 and 10
words, that include the correct one. To evaluate the “marginal” contribution of
each of the new terms to the overall recognition performance, we ran the
recognition test taking out one of the terms at a time, and compared the results
with the recognition rate of the complete system. Table 1 reports the results of the
experiments:

Table 1 - Recognition results

rec. ratevs. | rec.ratevs. | rec.ratevs.
1000 words | 100 words 10 words
Complete system 83.8% 93.4% 98.4%
No split and join costs 80.8% 92.0% 98.1%
No postproc. of measures 80.2% 91.3% 97.8%
No duration costs 75.0% 89.0% 97.2%
No distance normalization 80.8% 92.6% 98.2%
No extraink processing 77.4% 88.8% 96.2%
Baseline system 63.8% 79.7% 93.6%

It is apparent from Table 1 that none of the new pieces of information that
contribute to the overall matching score can be taken out without registering a
visible decrease in the recognition rate. Distance normalization and the use of split
and join costs appear to have the smaller effect, with a 3% loss (18.5% increase of
the number of errors), and postprocessing of measures has a similar effect, only
dightly stronger. Extra ink processing has a quite strong effect and the use of
duration costs has the strongest, with an 8.8% loss when taken out. The basdine
system, without all of the modifications described in §3, has a modest performance,
with only a 63.8% recognition rate against a 1000 words lexicon, while the
complete system reaches quite good performances, with 83.8% of the images
correctly recognized against the 1000 words lexicon and over 93% against 100.

5 Conclusions

We have described a cursive handwriting recognition system based on the well
known segmentation-by-recognition paradigm, where the basic formulation is
augmented by the use of a number of complementary sources of information, like
the position of the hypothesis with respect to baseline and upperling, the statistics
of the number of strokes making up letters of different classes, the dispersion of
character data around the different codevectors used to measure distances, the
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relationships of the strokes that make up a hypothesis among themselves and with
the preceding strokes, the plausibility for a hypothesis of being a spurious stroke
(extra ink). Experimental results indicate a great effectiveness of the use of those
sources of information to enhance recognition performance.
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